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Abstract—Analog integrated circuits may increase the neuro-
morphic network performance dramatically, leaving far behind
their digital and biological counterparts, while approaching
the energy efficiency of the brain. The key component of the
most advanced analog circuit implementations is a nanodevice
with adjustable conductance - essentially an analog nonvolatile
memory cell, which could mimic synaptic transmission function
by multiplying signal from the input neuron (e.g. encoded as
voltage applied to the memory device) by its analog weight (device
conductance) and passing the product (the resulting current)
to the output neuron. Such functionality enables very dense,
fast, and low power implementation of dot-product computation,
the most common operation in many artificial neural networks.
The most promising analog memory devices, however, have
nonlinear, typically exponential, I-V characteristics, which result
in nonlinear synaptic transmission, thus limiting their application
in analog dot-product circuits. Here we investigate multilayer per-
ceptron with exponential transmission function synapses which
maps naturally to the most advanced analog neuromorphic cir-
cuits. Our simulation results show that the proposed exponential-
weight multilayer perceptron with 300 hidden neurons achieves
classification performance comparable to the similar-size linear-
weight network when benchmarked on MNIST dataset. Moreover,
we verify the proposed idea experimentally by implementing
small-scale single-layer exponential-weight perceptron classifier
with an NOR-flash memory integrated circuit.

I. INTRODUCTION

The name "perceptron" today typically implies a well-
known algorithm for supervised training of linear classifiers.
Interestingly, a more general version of perceptron algorithm
was proposed in early 1960s (Fig. 1(a)) [1]. In such algorithm,
all Sensory (input), Association (hidden) and Response (output)
neurons are of the form f(γi), where f(·) is neuron’s activation
function and γi is the algebraic sum of all input signals while
synaptic transmission function is a function of input and current
synaptic state of the synapse, i.e. g(xi, wi), so that the output
of the neuron is written as:

y = f

[∑
i

g(xi, wi)

]
(1)

For linear synaptic transmission function, i.e. the most com-
monly used case today, this equation simplifies to a typical
weighted-sum (dot-product) operation:

y = f

[∑
i

xiwi

]
(2)

with the corresponding well-known single-layer perceptron
network shown in Fig. 1(b).

In the early years of artificial neural networks, the motivation
for more general architecture was rather obvious considering
the inherent limitations of linear perceptron, which can perform
classification for only linearly-separable patterns [1]. It seems
though that this idea has not received much attention, due to
subsequent invention of more powerful multilayer networks in
which the needed nonlinearity is provided by neurons rather
than synapses [2]. Additionally, simple product operation is
certainly easier to compute using digital circuits, which have
been traditionally used to implement artificial neural networks.

The recent advances in nanoelectronic memory devices and
the opportunity to use such devices in analog integrated circuit
for neuromorphic computing [3], [4] make the idea of nonlinear
synaptic transmission function very appealing again. Indeed,
the potential advantages of specialized analog-circuit hardware
for neuromorphic computing have been realized long time ago
[5], but their practical realization requires very compact circuit
elements with adjustable conductance - essentially nanoscale
analog nonvolatile memory cells, whose state can be tuned
with a high precision. Such memory cells are utilized to
implement synapses, the most numerous devices in artificial
neural networks, while the integration of memory devices in
dense crossbar circuits in turn enables very compact, fast, and
energy-efficient analog circuit computation of a dot-product [6]–
[8], a typical bottleneck operation for many neural networks.
In particular, in such crossbar circuits memory cell mimics
synapse functionality by multiplying the signal passing through
the device (e.g. encoded as a voltage applied to the memory cell)
by its weights (device conductance) and passing the product
(the resulting current) to the output neuron. A number of
promising analog nanoscale nonvolatile memories have been
developed in recent years [3], [9], however, many of such
devices feature nonlinear I-V characteristics, thus limiting the
application of such devices for purely linear-weight artificial
neural networks.

In this paper we are revisiting a more general case of
perceptron algorithm, in particular focusing on the exponential
synaptic transmission function ("exponential-weight") networks
and investigate this approach in the context of a specific analog
circuit implementation. Although neuromorphic hardware with
nonlinear weights has been proposed before [10], [11], in
the earlier works the considered nonlinear synaptic element
lacked efficient hardware implementation and/or there was in-
consistency between the proposed algorithm and the underlying
hardware.



Fig. 1: (a) A general perceptron network proposed by Rosenblatt in 1961 [1]. (b) Implementation of perceptron using synapses
with linear transmission function. (c) The proposed perceptron implementation with nonlinear (exponential) synaptic transmission
functions.

The remainder of the paper is organized as follows. In
the next section we derive backpropagation algorithm for the
exponential synaptic transmission function, which is represen-
tative of the considered analog floating-gate nanoelectronic
implementation. In Section 3 we discuss simulation results for
exponential-weight multilayer perceptron trained with modified
backpropagation algorithm and compare it with conventional
linear-weight networks. Two representative nanoelectronic
implementations for the proposed exponential-weight networks
and preliminary experimental results are discussed in Section
4 and the paper is concluded in Section 5.

II. NEURAL NETWORK WITH EXPONENTIAL WEIGHTS

A. Feedforward computation

In order to develop a network with exponential weight,
let’s start with the conventional perceptron (Eq. (2)). Since
exponential functions are strictly positive, let’s put a fairly
weak constraint on this network by assuming that all of its
weights are always non-negative. The effective bipolar synaptic
weights could be then implemented as a difference of two
non-negative weights as follows [4], [12]:

y = f

[∑
i

xiwi

]
= f

[∑
i

xi(w
+
i −w

−
i )

]
=

f

[∑
i

xiw
+
i −

∑
i

xiw
−
i

]
, ∀w+

i , w
−
i ≥ 0 (3)

Now by replacing linear synaptic weights with nonlinear
ones we get:

y = f

[∑
i

g(xi, w
+
i )− g(xi, w

−
i )

]
, ∀w+

i , w
−
i ≥ 0 (4)

Note that by substituting g(·, ·) with the multiplication
function, (4) simplifies to (3). Although in general any properly
defined nonlinear function can be used as g(·, ·), for the
reason that would become clear later, we define g(·, ·) as
g(x,w) = eα(x−w) where α is a positive constant. Also, we
are only interested in those activation functions that meet the
property of f(A−B) = g(A)−g(B). In this case, by defining
g(·) = βln(·) which would automatically bound negative and
positive sums as well, (4) can be expressed as:

y = β

(
ln
[∑

i

eα(xi−w
+
i )

]
− ln

[∑
i

eα(xi−w
−
i )

])
=

βln
(∑

i e
α(xi−w+

i )∑
i e
α(xi−w−

i )

)
, ∀w+

i , w
−
i ≥ 0 (5)

where here β > 0 is the output gain of the neuron. The
corresponding graphical model of this equation is shown in
Fig. 1(c). Interestingly, in contrast to (3) where neuron output
is proportional to the difference between the contributions of
positive (i.e.

∑
i xiw

+
i ) and negative weights (i.e.

∑
i xiw

−
i ),

here the output is proportional to the ratio of these two terms



(i.e.
∑
i e
α(xi−w+

i ) and
∑
i e
α(xi−w−

i )). However, for both
cases the output is positive only if the contribution of positive
weights is larger than the contribution of negative weights.
Note that exchanging the place of subtraction and ln(·) in (5)
(i.e. using ln(A)− ln(B) instead of ln(A−B)) is mainly done
to assure that the argument of the ln(·) function is always
strictly positive. Also note that due to the nonlinear nature of
(5), no extra activation function is required.

B. Gradient calculation

To train the proposed network for any particular task like
pattern classification, parameters w+

i and w−i need to be
optimized, for example, by using ordinary steepest-descent
optimization method which requires calculating derivative of
the cost function with respect to these parameters. Fortunately,
since the synaptic transmission functions are in the form of
exponential function, calculation of gradient is simple and
straightforward. Let’s assume the cost function to be the mean
square error between the output and the target for all training
data written as:

E =
1

2

Np∑
p=1

(yp − tp)2 (6)

where Np is the number of training data patterns and tp is
the target value corresponding to the applied input. Taking
derivative of this cost function with respect to w+

i and w−i
yields to:

σE

σw±i
=

Np∑
p=1

(
(yp−tp)

σyp

σw±i

)
=

Np∑
p=1

(
(yp − tp)× β

∓αeα(xi−w
±
i )∑

j e
α(xj−w±

j )

)
(7)

Note that in these equations
∑
j e
α(xj−w±

j ) and eα(xi−w
±
i )

are two terms which are previously calculated during the
forward operation of the network in (5) and don’t need to
be recalculated. This equation implies that the gradient of each
weight is proportional to its contribution to the total outcome
of all weights of its kind. In other words, weights are increased
or decreased during training proportionally to thier contribution
to the error (yp − tp). As a comparison, in the case of linear

weights (see, e.g. Eq. (3)), the term −eα(xi−w
+
i

)∑
j e
α(xj−w

+
j

)
in a gradient

function becomes xif ′(
∑
j xjwj) which means that a small

input with negligible contribution to a weighted sum can still
result in a large gradient (except for activation functions like
tanh or sigmoid where their derivative goes to zero for larger∑
j xjwj .

C. Generalization to multilayer networks

Construction of a multilayer network with exponential
weights is also straightforward and can be done by the
concatenation of single-layer networks introduced in Sec. II-A

and shown in Fig. 1(c). In this case, output of one layer is
directly applied to the input of another layer. For a network
with only one hidden layer, forward computation can be written
as:

hj = βln
(∑NI

i=1 e
α(xi−w+

ij,1)∑NI
i=1 e

α(xi−w−
ij,1)

)
,

∀w+
ij,1, w

−
ij,1 ≥ 0, j = 1, · · · , NH (8)

yk = βln
(∑NH

i=1 e
α(hi−w+

ik,2)∑NH
i=1 e

α(hi−w−
ik,2)

)
,

∀w+
ik,2, w

−
ik,2 ≥ 0, k = 1, · · · , NO (9)

where NI , NH and NO respectively are numbers of input,
hidden and output neurons, wij,1 is the weight connecting the
ith input neuron to jth hidden neuron, wij,2 is the weight that
connects the ith hidden neuron to jth output neuron, and x,
h and y are the outputs of input, hidden and output neurons,
respectively. Taking derivative of the cost function with respect
to the variable parameters of the network, i.e. w±ij,1 or w±ij,2,
is straightforward so here we only summarize final gradient
equations:

σE

σw±ij,2
=

Np∑
p=1

(
(yj − tj)β

∓αeα(hi−w
±
ij,2)∑NH

l=1 e
α(hl−w±

lj,2)

)
(10)

σE

σw±ij,1
=

Np∑
p=1

NO∑
k=1

(yk − tk)
σyk
σhj
× σhj

σw±ij,1
=

Np∑
p=1

(
∓βαeα(xi−w

±
ij,1)∑NI

l=1 e
α(xl−w±

lj,1)
×

NO∑
k=1

(
(yk − tk)

βαeα(hj−w
±
jk,2)∑NH

l=1 e
α(hl−w±

lk,2)

))
(11)

We next use the modified backpropagation algorithm to
simulate multilayer neural networks with exponential synaptic
transmission functions.

III. SIMULATION RESULTS

As pointed out by Rosenblatt and others, different neu-
ral networks with different synaptic functions can generate
comparable results provided that they have similar numbers
of independent parameters. Since for the selected synaptic
function of g(x,w) = eα(x−w) = eαxe−αw , there is still
a multiplication between x and w , it is natural to expect
the performance of the proposed network to be close to that
of the same size conventional linear-weight networks. Figure
2 compares classification performance of the networks with
linear and exponential synapses for batch trainings. MNIST
dataset were used as a benchmark which consists of 50,000
28×28-pixel grayscale training images and 10,000 test patterns
whose pixel intensities were normalized to [0, 1]. In order to
be consistent with other reported results [13], in all networks,
the number of hidden neurons was set to 300 and each synapse
was implemented in differential mode using two non-negative



Fig. 2: Simulation results for exponential and linear-weight
networks trained in batch mode. The figure shows how for
the network with exponential weights the misclassification rate
has been changing during training for both training and test
data sets. For the network with linear weights, the learning
curve is shown only for the test data set. The inset shows that
despite working in subthreshold region, the performance of
the network after training doesn’t change with the change of
ambient temperature.

weights. Moreover, for the network with linear weight the
activation function was ReLU [14]. For the proposed network
α and β were respectively set to 8.7 and 8 (which is based on
underlying hardware) and for the batch training, each batch
had 125 patterns. Both linear and exponential networks were
regularized during training using Dropout [15] technique. As
Fig. 2 illustrates, the performance of the proposed network is
comparable to that of the conventional linear-weight network.

In the next section we experimentally verify that the proposed
approach is suitable for the most advanced analog circuit
implementations of artificial neural networks.

IV. HARDWARE IMPLEMENTATION AND EXPERIMENTAL
RESULTS

A. Emerging memory technologies

Memristive crossbar circuits [7] and NOR-based flash memo-
ries [16], [17] are very promising candidates for implementing
neural network architectures [4], [7]. Synaptic weights are
implemented naturally as a crosspoint device conductances in
memristive crossbar circuit (Fig. 3(a)), which could be made
very compact (Fig. 3(b)). However, as shown in Fig. 3(c),
in order to have a good linear weighted-sum operation, the
maximum working voltage and resistance should be kept as low
as possible, which, in turn, increases the power consumption
(due to the decrease of resistance) and decreases signal-to-
noise-ratio (due to the decrease of operating voltage). By
increasing the amplitude of input signal to higher voltages
(but still keeping it below the switching threshold of the

device), the static section of the I-V curve becomes more and
more nonlinear. In this case each device inherently implements
semi-exponential synaptic transmission function with stronger
nonlinearity for larger resistances [18].

Another device with memory that has very strong nonlin-
earity in a wide range of working conditions is floating-gate
or flash transistor. Figures 3(d) and (e) show how a densely
fabricated NOR-like memory array of flash transistors can
be used to implement the neural network architecture of Fig.
1(c). In this circuit, analog inputs are directly applied to the
gates of flash transistors so the current of each device is
representing function g(xi, wi) in (1). As demonstrated by
the I-V characteristics of in Fig. 3(f), the drain currents depend
exponentially on the applied gate voltage in subthreshold region
(Id < 100 nA) which similar to ordinary transistor can be
expressed as:

Id = Id0e

(
Vgs−Vth
nVT

)
Vs = 0
= Id0e

(
Vg−Vth
nVT

)
when Vgs < Vth and Vds >∼ 4VT (12)

where Vgs is gate-to-source bias voltage, Vth is the threshold
voltage of the device, Id0 is the current at Vgs = Vth,
VT = kT/q ' 25 mV, and the slope factor n is a function of ca-
pacitances of the depletion and oxide layers. For the fabricated
devices of Fig. 3(f), Id0 = 10 nA, Vth can change from 0.45
V (for fully erased device) to 3.35 V (for fully programmed
transistor) while n = 1 + 3.6× tanh(1.1(Vth − 0.3)).

B. Experimental results

Power consumption of analog circuits can be drastically
decreased by biasing transistors in subthreshold region. Com-
paring (12) with g(x,w) = eα(x−w) suggests that synaptic
transmission function of g(·, ·) can be implemented in hardware
using a single transistor biased in subthreshold regime, provided
that we be able to tune/program its threshold voltage Vth; a
property which has been around for decades thanks to floating-
gate or flash transistors. This means that in contrast to linear
but slow and bulky analog/digital multipliers used in hardware
implementing conventional neural networks, now we can im-
plement each synapse with a single transistor which not only is
acting as a memory by storing synaptic weight (as its threshold
voltage which can be easily tuned), but also is performing
low-power exponential operation. However, when dealing with
ultra large scale neural networks or deep neural networks,
every part of the system, ranging from physical devices to
architecture, should be in harmony with each other and only
having a perfect way to implement synaptic weight doesn’t
guarantee a high quality network. Fortunately, at architecture
level the proposed network of (5) maps straightforwardly to
the array of memory elements (floating-gate transistors) as
shown in Fig. 3(d). In this circuit, scaled inputs (to assure that
all floating-gate transistors are always in subthreshold region
independent from their threshold voltages) are directly applied
to the control gates of floating-gate transistors with virtually
grounded sources so each transistor is performing the function
of g(x,w) = Id0e

α(x−w) for α = 1/0.115 = 8.7 based



Fig. 3: Emerging hardware technologies for the proposed exponential-weight perceptron networks: (a) Circuit schematics for
memristor-based approach for implementing Eq.(1), (b) micrograph of the fabricated 20×20 memristor crossbar, and (c) typical
switching I-V curves of a single memristor showing the inherent nonlinearity in the static behavior of the device. (d) Circuit
schematics for floating-gate memory approach for implementing (1), (e) layout of the fabricated 10×10 memory array in 180
nm process (based on the modified industrial-grade NOR flash memory [16]), and (c) Typical Id vs Vg curves of a single
floating-gate transistor programmed to different states, in particular showing the inherent exponential relationship between Id
and Vg in subthreshold region.

on its gate voltage and preprogrammed Vth. The summation
operation in (5) is done on the shared source lines thanks
to the Kirchhoff’s current law. The resulting current is then
scaled logarithmically using a transistor placed at a feedback of
an operational amplifier. Finally, the subtraction is performed
using a simple operational amplifier based subtracting circuitry.

The memory array used in the architecture of Fig. 3(d) is
fabricated with very high density by modifying a commercially
available NOR-based digital flash memories [16]. This small
modification, i.e. routing word/gate lines vertically rather than
horizontally, allows individual programmability of floating-
gate transistors. This is a fundamental requirement for our
architecture because in both ex-situ and in-situ training, we
need to be able to update/tune particular floating-gate transistors
inside the array without altering other devices. To summarize,
using a modified version of NOR flash memories and CMOS-
based neurons, the proposed neural network with exponential

synapses can be implemented in analog domain with ultra high
density which can be easily scaled up to much larger networks.
Moreover, power consumption of the hardware is drastically
decreased by using all flash transistors in subthreshold region,
while processing speed is increased considerably (compared
to digital implementations) by avoiding the time wasted for
fetching weights from external memory and also by performing
all synaptic transmission functions in parallel and at once.

Functionality of the proposed neural network was tested
by fabricating a small scale (10× 10) flash memory array in
180 nm process using SST’s SuperFlash technology [19]. The
fabricated array was then used to implement a single layer
neural network with the top-level (functional) scheme shown in
Fig. 3(d) while neuron circuits were emulated in software. The
network had ten inputs and three outputs, fully connected with
10× 3× 2 = 60 differential weights each implemented with a
single floating-gate transistor. Such a network is sufficient for



Fig. 4: Experimental results for the proposed network with exponential weights: (a) In-situ training of the hardware in batch
mode to classify 30 input patterns (shown as an inset) into 3 classes. (b) Evolution of cell’s conductance g(0.5V,wi) during
in-situ training of the network upon application of weight updating pulses. States of devices are measured at the read condition
of Vg = 0.5 V, Vd = 0.6 V and Vs = 0 V. The inset shows the histogram of g(0.5V,wi)s before and after the training.

Fig. 5: Results of an experiment similar to the one in Fig.
4, this time assuming a faulty array in which 12 randomly
selected devices (20% of all devices) were marked as faulty
and turned off during training (completely programmed). The
experiment was repeated five times, each time with different
initial weights and different configuration of faulty devices.

performing, for example, the classification of 3×3-pixel images
into three classes with nine network inputs corresponding to
the pixel values. We tested the network on a set of 30 patterns,
including three stylized letters (‘z’, ‘v’ and ‘n’) and three sets
of nine noisy versions of each letter, formed by flipping one
of the pixels of the original image (see the inset of Fig. 4(a)).
Physically, each input signal was represented by a voltage
equal to either 0.5 V or 0 V, corresponding, respectively, to
the black or white pixel, while the bias input was equal to 0.5
V.

The network was trained in situ, that is, without using
its external computer model, using the Manhattan update
rule, which is essentially a coarse-grain, hardware-friendly,
batch-mode variation of the usual delta rule of supervised
training. After initializing all flash transistors to near fully-
erased state, at each iteration (‘epoch’) of this procedure,
patterns from the training set were applied, one by one, to
the network’s inputs while Vd = 0.6 V and Vs = 0 V, and
then its outputs were measured according to (5). (Note that∑
i exp(α(xi − wi)) corresponds to the current measured at

virtually grounded source line.) Once all N patterns of the
training set had been applied and all gradients were calculated
based on (7), the synaptic weights were updated in parallel
based on the Manhattan update rule (sign of the gradients)
using fixed-amplitude erasure and programming pulses. To
update flash transistors in parallel, in each epoch we used
the modified version of the algorithm originally proposed for
parallel updating of memristive devices in crossbar structure
[12]. The weight stored in each flash transistor was decreased
by applying a single programming pulse (6 V, 5 us) to the
source line while synapse potentiation was done by applying
an erasure pulse (8 V, 2.5 ms) to the control gate (see Ref.
[16] for more details).

For this particular classification task, the perfect classification
for five different runs was reached, on average, after 13 training
epochs (see Fig. 4(a)). Figure 4(b) shows how the synaptic
transmission functions of 60 flash transistors implementing
synaptic weights in this experiment had evolved during training
(with the histogram of initial and final read currents shown in
the inset). For the fully trained network, the average current of
each floating-gate transistor was 0.34 nA at the specific read
condition of Vd = 0.6 V, Vg = 0.5 V and Vs = 0 V which
corresponds to the power consumption of 200 pW/synaptic
weight (when the input is at its maximum). Note that in this



architecture power consumption of the whole network can be
decreased even further by biasing flash transistors in deeper
subthreshold (by lowering Vg) with the cost of having smaller
signal-to-noise ratio and slower hardware.

One drawback of biasing transistors in subthreshold is
that their drain-source current becomes very sensitive to
temperature. This means that after training the network, the
performance of the network can be completely different at
different temperatures. Fortunately, in the proposed architecture
this problem can be avoided by using a similar flash transistor
to implement the ln(·) function in (5). In this case, as also
shown in the inset of Fig. 2, the performance of the network
is stable at wide range of temperature.

Finally, to investigate the sensitivity of the proposed archi-
tecture to faulty devices inside the array, the experiment of
Fig. 4 was repeated, with 20% of devices were assumed to be
faulty. Fortunately, unlike other emerging memory technologies
like memristive devices, faulty devices in flash memory arrays
only have lower or higher switching voltages compared to the
rest of the devices and they do not stuck in any particular
resistance state. This means that prior to training, all faulty
devices can be completely turned off which have shown to
have a minimum effect on the performance of training in faulty
hardware [20]. Figure 5 shows that despite all these faulty
devices, the hardware still could be successfully trained to
classify all patterns.

V. CONCLUSION

Inspired by the intrinsic nonlinear behavior of emerging
nanoelectronic memory devices, in this paper we introduced a
new type of neural network with exponential synaptic transmis-
sion functions. We modified backpropagation algorithm for the
considered transmission function, simulated the performance
of medium-scale multilayer exponential-weight perceptron and
showed that it compared favorably to that of linear-weight
networks. Finally, we successfully verified experimentally the
proposed idea by implementing small-scale pattern classifier
with integrated NOR-flash memory circuit. We expect that the
proposed exponential-weight networks will have an immediate
impact for the most advanced analog neuromorphic circuits by
broadening the scope of nanoelectronic memory devices that
can be utilized to implement synaptic transmission function
and by allowing to use such memory devices more efficiently,
e.g. without having to confine the operation to a linear regime.
Ultimately, we hope that this approach will be an important step
towards the development of analog neuromorphic hardware
with comparable and even exceeding energy-efficiency and
performance to that of the human brain.
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